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ABSTRACT

It is commonto evaluateschedulingpoliciesbasedon their mean
responsdimes. Anotherimportant,but sometimesopposing per

formancemetricis a schedulingpolicy's fairness.For example,a
policy thatbiasesowardssmall job sizesso asto minimize mean
responsdime may endup beingunfair to large job sizes. In this
paperwe de ne threetypesof unfairnessand demonstratdarge
classe®f schedulingpoliciesthatfall into eachtype. We endwith

adiscussioron which jobsarethe onesbeingtreatedunfairly.
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1. INTRODUCTION

Traditionally the performanceof schedulingpolicies hasbeen
measuredising meanresponsdime (a.k.a. sojourntime, time in
system)[8, 11, 13, 16], andmorerecentlymeanslonvdown [1, 5,
7]. Underthesemeasuressize basedpoliciesthatgive priority to
smalljob sizes(a.k.a.servicerequirementsattheexpenseof larger
job sizesperformquitewell [15]. However, thesepoliciestendnot
to be usedin practicedueto a fear of unfairness.For example,a
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policy thatalwayshiasegowardsjobswith smallsizesseemdik ely
to treatjobswith large sizesunfairly [4, 17,18,19].

Thistradeof betweermminimizingmeanresponsémewhile main-
taining fairnesds animportantdesignconstraintin mary applica-
tions. For example,in the caseof Web seners, it hasbeenshavn
thatby giving priority to requestsor small les, aWebsener can
signi cantly reduceresponsdimes; however it is importantthat
this improvementnot comeat the costof unfairnesso requestgor
large les [8]. The sametradeof appliesto otherapplicationar
eas;for example,schedulingn supercomputingenters.Heretoo
it is desirableto get small jobs out quickly, while not penalizing
the large jobs, which are typically associatedvith the important
customersThetradeof alsooccursfor agebasedoolicies. For ex-
ample,UNIX processesreassignediecreasingriority basedon
their currentage— CPUusagesofar. Thiscancreateunfairnessor
old processes.To addresghe tensionbetweenminimizing mean
responsgime andmaintainingfairnesshybrid schedulingpolicies
have alsobeenproposedfor example,policiesthat primarily bias
towardsyoungjobs, but give sufciently old jobs high priority as
well.

Recently thetopic of unfairnesshasbeenlooked at formally by
BansalandHarchol-Balter who studythe unfairnesspropertiesof
the Shortest-Remaining-Processingr€ (SRPT)policy underan
M/GI/1 system[2]; andby Harchol-Balter Sigman,andWierman,
who addressunfairnessunderall schedulingpolicies asymptoti-
cally asthejob sizegrowstoin nity [9]. In this papertheseresults
are extendedto characterizehe existenceof unfairnessunderall
priority basedschedulingpolicies,for all job sizes.

In orderto begin to understandinfairnesshowever, we must rst
formalize what is meantby fair performance. In this de nition,
andthroughouthis paperwe will be usingthefollowing notation.
We will consideronly anM/GI/1 systemwith a continuousservice
distribution having nite meanand nite variance. We let
be the steady-stateesponsdime for a job of size , and

be the systemload. Thatis , Where is the average
arrival rate of the systemand is a randomvariabledistributed
accordingto the service(a.k.a. job size) distribution with
densityfunction . The slovdowvn seenby a job of size is

, andthe expectedslowdown for ajob of size
underschedulingpolicy s

DEFINITION 1.1. Jobsof size are treatedfairly underpolicy
iff . Further, a schedulingpolicy is fair
iff it treatseveryjob sizefairly.

DEFINITION 1.2. Jobsofsize aretreatedunfairly underpol-
icy iff . Further, a schedulingpolicy is
unfair iff there existsa job size thatis treatedunfairly.
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Figure 1: Classi cation of unfairnessshowing a fewexamplesof
bothindividual policiesand groupsof policieswithin ead class.

De nition 1.1is anaturalextensionof thenotionof fairnessised
in [2, 9]. Noticethatthede nition of fairnesshastwo parts.First,
the expectedslovdown seenby ajob of size  mustbe no greater
thana constant(i.e. independenbf ). ProcesseSharing(PS)
is a commonschedulingpolicy that achievesthis. UnderPS the
processoiis sharedevenly amongall jobsin the systemat every
pointin time. It is well known that [21],
independenof thejob size . Thesecondconditionof the de ni-
tion of fairnessis thatthe partlcularconstammustbe
Although this constantmay seemarbitrary in Section2 we WI||
shaw that is thelowestpossibleconstanbbtainableun-
der ary policy with constantexpectedslonvdown. This factis a
formal veri cation that is the appropriateconstantfor
de ning fairness.

With thesede nitions, it is now possibleto classifyscheduling
policies basedon whetherthey (i) treatall job sizesfairly or (ii)
treatsomejob sizesunfairly. Curiously we nd thatsomepolicies
may fall into eithertype (i) or type (ii) dependingon the system
load. We thereforede ne threeclasseof unfairness

Always Fair: Policiesthatarefair underall loadsandall service
distributions.

SometimesUnfair: Policiesthat are unfair for someloads and
someservicedistributions;but arefair underotherloadsand
servicedistributions. For mostpoliciesin this classwe shav
thatthereexistsacutof load , below whichthepolicy is
fair for all servicedistributions,andabove which the policy
is unfair for atleastsomeservicedistributions.

Always Unfair: Policiesthatareunfair underall loadsandall ser
vice distributions.

The goal of this paperis to classifyschedulingpoliciesinto the
above threetypes(seeFigure1). Schedulingpoliciesaretypically
divided into non-preemptie policiesandpreemptve policies. We

nd thatnon-preemptie policies caneitherbe SometimedUnfair
or Always Unfair, however preemptie policies may fall into arny
of thethreetypes.In this paperwe concentrat®n preemptve pri-
ority basedpolicies. Theseinclude policiesfor which (i) a x ed
priority is associatedvith eachpossiblejob size(a.k.a.sizebased
policieg, (ii) a x ed priority is associatedvith eachpossiblejob
age (a.k.a. age basedpolicies, and (iii) a x ed priority is as-
sociatedwith eachpossibleremainingsize (a.k.a. remainingsize
basedpolicieg. Obsere that(i) includespolicieslike Preemptie-
Shortest-Job-Firsivhere small jobs have higher priority, but also
includespenersepolicies like Preemptie-Longest-Job-Firsand

others. Obsere that (ii) includespolicies like Feedback(FB)!

schedulingwhereyoungjobs aregiven priority, yet alsoincludes
otherpracticalpoliciesthat primarily biastowardsyoungjobsand
alsogive high priority to sufciently old jobs. Obsere that(iii) in-

cludespolicieslik e Shortest-Remaining-Processingre-Firstand
Longest-Remaining-Processingye-First that bias towards jobs
with smallandlarge remainingtimesrespectiely, aswell asprac-
tical hybrids. We shav thatall policiesin (i) and(ii) are Always
Unfair; whereaspoliciesin (iii) canbe SometimedJnfair or Al-

waysUnfair.

Lastly, for the casewherejobs arebeingtreatedunfairly, we in-
vestigatewvhich job sizesaretreatedunfairly, and nd thattheseare
not necessariljthe jobs one would expect. Furthermorewe nd
thattheanswerto this questiondepend®on the systemioad.

2. ALWAYS FAIR

Two well known AlwaysFair policiesareProcessaefSharing(PS)
andPreemptie-Last-Come-First-Seed (PLCFS). Recallthat
PLCFS always devotesthe full processoito the mostrecentar-
rival. Both of thesepolicieshave the sameexpectedperformance:

forall . Anim-
portantopenproblemnot answeredn this paperis the questionof
whatotherpoliciesarein the AlwaysFair class.This questionhas
receved attentionrecentlyin the work of Friedmanand Hender
son[6], wherethe authordntroducea new preemptve policy, FSP
that falls into this class. Although no queueinganalysisof FSP
is known, a simulationstudysuggestshatit achiezesperformance
similarto thatof Shortest-Remaining-Processingr€ while guar
anteeindgairness.

We now addressvhy the valueof appearsn thedef-
inition of AlwaysFair. It seemslausiblethatthereexistsa policy
thatis bothstrictly fair in the sensehatall job sizeshave the same
expectedslowdown, andhasslowdown strictly lessthan
We shaw belaw thatthereis no suchpolicy.

THEOREM 2.1. Therisnopolicy sud that isin-
dependentf and

This theoremfollows from the lemmabelaw, which providesa
necessargonditionfor a policy to be AlwaysFair. We will appeal
to this resultin the proof of Theoremd. 1.

LEMMA 2.1. If schedulingpolicy is AlwaysFair, then

PRrROOF. First,because isAlwaysFair,
for all , andtherefore . Thus,we
needonly shaw that . Weaccom-
plish this by boundingthe expectedslowdown for a job of size
from belaon, andthenshaving that the lower boundconvergesto
aswe let
To lower boundthe expectedslovdown, we considera modi-
ed policy thatthrows away all arrivalswhoseresponseime
under is greatetthanor equalto andalsothrows away arrivals
with sizegreatetthan . Further worksontheremainingobs
attheexactmomentghat worksonthesgobs. Wewill begin by
calculatingthe load madeup of jobs of sizelessthan (where
) under , . By Markov's Inequalitywe

NotethatFB is sometimeseferredto by two othernamesleast-
Attained-ServicdLAS) andShortest-Elapsedifie (SET).



obtain ——. Thus,we seethat

where is theload madeup by jobs of size

lessthanor equalto in and . Thein-
tuition behindthe remaindernf the proofis thatas , ,and get
very large, approaches which tells us that the load of
jobsthatmustcompletebefore under goesto .

We now derive a lower boundon the responsdime of a job of
size underpolicy . Wewill beinterestedn large , with
We divide intotwoparts and where representthe
time from when startsserviceuntil it hasremainingsize and

representshe time from when hasremainingsize until it
completesservice. We rst notethat . To lower bound

considerthe setof jobs, , with sizelessthan andwhose
responsdime under islessthan . Thejobsin  areworked
on at the samemomentsunder and , andthey comprise
load . Duringtime , job recevesserviceunder
at mostduring the time the systemis idle of jobsin , which is

fractionof thetime. Thus

It follows that

Now, we mustset and asfunctionsof suchthat, aswe
let , we corverge as desired. Notice that as ,

we would like , —— , and - . Thus,
we musthave suchthat and . We can
accomplishthis by setting ~ and ~. Notice that

N as . Now, looking at expected

slowdown we seethatas

O

3. ALWAYS UNFAIR

In thissectiorwe will shav thatalargenumberof commonpoli-
ciesareAlwaysUnfair. Thatis, mary commonpoliciesareguaran-
teedto treatsomejob sizeunfairly underall systemloads.In each
subsectiorwe will investigatea classof commonpolicies,proving
thatthe classis AlwaysUnfair. Figure2 summarizeghe policies
thatwill belookedatin this section.

Section3.lillustratesthatall non-preemptie policiesareunfair
for all loadswhentheservicedistributionis de ned onsomeneigh-
borhoodof zero.However, if theservicedistributionhasanon-zero
lower boundthen only non-preemptie policiesthat do not make

FCFS  Non size Based,

Non preemptive FB

Age Based
Alway ...............
Unfair]  Preemptivé

.~ Size Basgd
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Figure 2: A detail of the AlwaysUnfair classi cation.

useof job sizes(non-sizebasedareguaranteedo be unfair for all

loads. (Note thatamongnon-preemptie policiesit is not possible
to prioritize basedon ageor remainingsize.) Section3.2 shavs

thatary preemptie, size basedpolicy is Always Unfair. In fact,
we shaw thatary job sizethatis assigned x ed,low priority upon
arrival will be treatedunfairly. We next discusspolicieswherea
job's priority is a function of its currentage.We rst investigatea
commonpolicy of thistypein Section3.3 andthenin Section3.4
extendthe resultsto shav that every agebasedpolicy is Always
Unfair.

3.1 Non-sizebased,non-preemptive policies

The analysisin this sectionis basedon the simple obseration
thatary policy wherea smalljob cannotpreempthejob in service
will likely be unfair to smalljobs. For example,let us begin with
theclassof non-preemptie policies.

LEMMA 3.1. Anynon-peemptivegpolicy isunfairfor all loads
underany servicedistribution de nedon a neighborhoodf zeio.

PrRoOOF. We canboundthe performanceof by noticing that,
ataminimum, anarriving job of size musttake time plusthe
excessof thejob thatis serving. Thus,

Notice that . Thus,thereexists somejob
size suchthat , for all . 0O

The above theoremsaysthat any non-preemptie policy where
somefraction of the arriving jobs aretaggedashigh priority, oth-
ersaretaggedaslow priority, andlow priority jobscannotpreempt
high priority jobs will be unfair to small jobs. Speci cally, the
smalljobsin theneighborhoof zero,regardlesf their priority,
will have to wait behindthe excessof the servicedistribution. Fur-
thermoregvenundemolicieswhichdoallow somepreemptionfor
exampleapolicy whichallows smalljobsto preemptargeones
somefraction of thetime, thereis still unfairnesso the smalljobs
since will have atermdependenon which will
cause as . Suchpoliciesareunfair for all
loadswhentheservicedistributionis de ned onaneighborhooaf
zero.

However, underservicedistributionswith nonzerolowerbounds
onthesmallesjob sizeamuchsmallersetof policiescanbeclassi-
ed asAlwaysUnfair. Thesearethenon-sizebasednon-preemptie
policies. (Note thatthe remainderof the possiblenon-preemptie
policiesareexploredin Section4.1.)

THEOREM 3.1. All non-sizebasednon-peemptivepolicies
are AlwaysUnfair.

ProoF. Assumehattheservicetimedistributionhaslowerbound
(we have alreadydealt with the caseof ). We



will shav thatjobs of size  aretreatedunfairly. Recallthatall
non-preemptie, non-sizebasedpolicies have the sameexpected
responseime for ajob of size [10].

wherethe last inequality follows sincethe servicedistribution is
requiredto be non-deterministic. [

3.2 Preemptive, sizebasedpolicies

In this sectionwe analyzesizebasedolicies(i.e. policieswhere
a job recevesa priority basedon a bijection of its original size),
wherehigherpriority jobs alwayspreemptower priority jobs. An
exampleof suchapolicy is Preemptie-Shortest-Job-FirgPSJF),
which improves overall time in systemwith respectto PS by bi-
asingtowardsjobs with small sizes. We seekto understandhe
unfairnesspropertiescausedy this bias. Further every policy in
this classwill biasagainst particularjob size,soit is importantto
understandf unfairnessesultsfrom this bias.

THEOREM 3.2. Any preemptive size basedpolicy is Always
Unfair.

The remainderof this sectionwill prove this result. We will
breakthe analysisinto two cases:(1) whenthereexists a nite
sizedjob thathasthe lowestpriority and(2) whenthereis no nite
sizedjob with thelowestpriority. Case(2) will bebrokeninto two
subcasesi(2.1) when priorities decreasamonotonically(i.e., the
PSJF policy), and(2.2) whenprioritiesarenon-monotonichut no

nite sizedjob recevvesthe lowestpriority. This methodof proof
will beusedagainin Section3.4andSection4.3.

It will be helpful in the proofs belav if we rst analyzethe
Longest-Remaining-Processing¥ie (LRPT) policy. At ary given
point, the LRPT policy shareshe processoevenly amongall the
jobsin thesystemwith thelongestemainingorocessingime. LRPT
hasthefollowing expectedslovdown [9]:

@)

where is thework in the systemseenby anarrival and is
thelengthof abusyperiodstartedby ajob of size .

LEMMA 3.2. UnderLRPT for all nite job sizes ,
underanyboundedr unboundeder
vicedistribution,forall . Further, is monotonically
deceasingwith to

PrROOF. Theproofisimmediatefrom Equationl. [
We arenow readyto prove case(1).

LEMMA 3.3. Any preemptive size basedpolicy that gives
somenite jobsize thelowestpossiblepriority is AlwaysUnfair.

Proor. Wewill derivethetimeajob of size spendsn thesys-
tem. Let where isthetimeuntil rst
recevesservice(waiting time) and is thetime from when
rst recevesserviceuntil it completegresidenceime). Noticethat

mustwait behindall jobsthatarealreadyin the system.So, its
waiting timeis . Further sinceanarriving job will
preemptthe job with probability one,we know thatthe residence
time .

Thus,for jobs of thelowestpriority

. Becausd.RPT hasa monotonically
decreasingxpectedslovdown cure thatconvergesto ,
we canconcludehatnomatterwhatjob sizehasthelowestpriority,
the expectedslowdown of thatjob sizewill bestrictly greaterthan
O

We nowv moveto case(2.1).

LEMMA 3.4. UnderPSJFtheris somgob size sud thatfor
all andfor all , underany
unboundedervicedistribution.

PRrROOF. It is well known that[10]:

where

Thus, sincetheservicedis-
tribution is assumedo have nite variance.To prove thelemmait
is sufcient to shav that — corvergesto zerofrom belav
as .

By observingthat

our goalreducedo shawving thatas

— @
Let usbegin by calculating

which givesus

Obsenrethatdistributionswith nite secondnomentsnmusthave
, where if —_—
Usingthis obseration, we seethat

RecallingEquation2, we canconcludethatas ,
fromabore. O



We arenow left with only case(2.2).

LEMMA 3.5. Anypreemptivesizebasedpolicy whee there
is no nite job sizethatreceivegshe lowestpriority is AlwaysUn-
fair.

PrROOF. Note that Lemma3.4 leaves only the casewherefor
every job size thereis ajob size suchthatthe priority of

is lessthanthe priority of , but theprioritiesarenotdecreasing
monotonically

We will completethe proof by taking advantageof our knowl-
edgeof PSJF. Choosesomejob size suchthatPSJF treatsall job
sizeslargerthan unfairly. We know thatfor somesize greater
than , hasalower priority thanall jobsof smallersize. Thus,
is treatedwith respecto thesesmallerjobs, asif it werein PSJF.
Further if jobslargerthan have higherpriority than , they will
simply raise . Thus, is treatedat leastasbadly asit
would have beenunderPSJF. Sinceary such is treatedunfairly
underPSJF (by Lemma3.3),this completegsheproof. [

Notice that underthe policiesin this section,the job sizesthat
aretreatedunfairly dependon how priorities areassigned.When
thereis a nite job size thatrecevesthelowestpriority, then is
treatedunfairly. However, in the casewhenno job sizewasgiven
thelowestpriority, we seethatit is notthelargestjob thatis treated
themostunfairly. This follows from thefactthat —
is decreasingas . Thus, someother classof large, but
not the largest, jobs is receving the mostunfair treatment. This
obserationis discussedn moredetailin Section3.3.2.

33 FB

We now turn to a speci ¢ policy, Feedback(FB) scheduling.
UnderFB, the job with the leastattainedservicegetsthe proces-
sor to itself. If several jobs all have the leastattainedservice,
they time-sharethe processowia PS. This is a practical policy,
sincea job's ageis always known, althoughits size may not be
known. This policy improves upon PS with respectto meanre-
sponsetime and meanslovdowvn when the job size distribution
hasdecreasindailure rate [20] and closely approximateghe op-
timal policy, Shortest-Remaining-ProcessingrE, underdistribu-
tionswith regularly varyingtails [3]. We have [10]:

where .

GiventhebiasthatFB providesfor smalljobs(sincethey areal-
waysyoung),it is naturalto askaboutthe performancef thelarge
jobs. Thus,understandinghe growth of slowdown asafunctionof
thejob size isimportant.Thefollowing Lemmawill beusefulin
evaluatingFB's performance.

LEmmA 3.6. Forall and ,
PrROOF. Theproofis simplyalgebraic.

THEOREM 3.3. Under FB schedulingthere is somejob size

sud thatfor all , underanyservice
distribution, for all . Furthermoe, is not monotonic
in

PrROOF. The rst partof thetheoremfollows immediatelyfrom
combiningLemma3.4andLemma3.6.

For the secondpart, we shaw that is monotonically

increasingfor small , but decreasingas . We startby
differentiatingresponseime:
which givesus

— 3)

Recallfrom Equation2 thatthe abore givesusthe signof
Therearetwo termsin Equation3. The rst termis clearly pos-
itive. Noticethatfor suchthat - we have:

which shaws that
suchthat -.

We now prove thatthe expectedslovdownn corvergesto

from abore as . First,we know that

[9]. Next, Equation3 gives
usthesignof — . As in the proof of Lemma3.4, for
ary distributionwith nite secondmomentwe know that™
. Usingthis obseration andthe factthat as

is monotonicallyincreasingfor

Thus, there exists somejob size suchthat for all ,
is monotonicallydecreasingn . [

Theproof of thistheoremshavs usthatall job sizesgreatetthan
acertainsizehave highermeanresponsdéime underFB thanunder
PS. Counterintuitively however, thejob thatperformstheworstis
notthelargestob. Thus,theintuition thatby helpingthesmalljobs
FB musthurt thebiggestjobsis notentirelytrue.

Interestingly this theoremis counterto the commonportrayal
of FB in the literature. Wheninvestigating , previous
literaturehasusedpercentileplots suchasFigure3(b), which hide
the behavior of the largestonepercentof thejobs[12]. Whenwe
look at the sameplots as a function of job size, suchas Figure
3(a),the presencef a humpbecomesvident. In fact,evenunder
boundeddistributions, this hump seemdo exist regardlessof the
boundplacedon
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Figure 3: Plots(a) and (b) show the growth of for

. In both caseghe servicedistribution is taken to be Expo-
nential with meanl. The horizontalline showsfair performance,
thus when is above this line FB is treating a job size
unfairly. Notethat job sizesaslow as are alreadyin the
99.9percentileof the job sizedistribution.

3.3.1 Whois treatedunfairly?

Having shavn thatsomejob sizesaretreatedunfairly underFB
scheduling,it is next interestingto understandxactly which job
sizesareseeingpoorperformanceThefollowing theoremplacesa
lower boundonthe sizeof jobsthatcanbetreatedunfairly.

THEOREM 3.4. For sud that ,

ProoF. Theproofwill proceedoy simply manipulating

Letting
rem. [

we completethe proof of the theo-

It is importantto noticethatas increasesso doesthe lower
bound ~on . In fact, this boundcornvergesto 1 as
, Which signi es thatthe sizeof the smallesgob that might
betreatedunfairly is increasingunboundedlyas increaseslinter
estingly thiswork alsoprovidesboundsonthejob sizesthatmight
betreatedunfairly underPSJF dueto Lemmag3.6.

3.3.2 Intuition for non-monotonicity

The fact that FB and PSJF have non-monotonicslovdown is
somavhat surprising. Below we provide an intuitive explanation
for this phenomenon.

For smalljobs, it is clearthatFB andPSJF provide preferential
treatment.Thusit is believablethatthe slovdown shouldincrease
monotonicallyasjob sizeincreases.

Next considera somavhatlargejob , of size , wherethis job
is largeenoughthatwith high probabilityit is thelargestjob in arny
busy periodin which it appears.UnderFB andPSJF, job  will
completeonly at the endof the busy period, sinceit is the largest
job in the busy period. Obsenre thatjob  will alsoonly complete
at the end of its busy periodunderLRPT, sinceall jobs complete
at the end of the busy periodunderLRPT. Thusthe performance
of job underFB andPSJF may be approximatedy the perfor
manceof job underLRPT. Next recallfrom Lemma3.2,thatthe

Figure 4: Plot (a) showvs
(below). Plot (b) shaws (above) and
(below). In bothcases andthe servicedistribution is taken
to be Exponential with mean 1. Notice that the expectedslon-
down for a job of size under both FB and PSJF quickly con-
vergesto the expectedslovdovn of  under LRPT.

(abore) and

expectedslovdowvn of job  underLRPT corvergesmonotonically
from above to as . Thusit follows that the
expectedslowdown of job  underFB and PSJF alsoconvermges
monotonicallyfrom above to as . Further it
is naturalthat LRPT hasa monotonicallydecreasingdail sincethe
asymptotidoehaior of LRPTis the sameastheasymptotichehar-
ior of abusyperiod.

Figure4(a) shavs thatFB doesin factcorvergein performance
to LRPT for largejob sizes.Figure4(b) shavs the samefor PSJF.

3.4 Agebasedpolicies

FB schedulings oneexampleof anagebasedpolicy (i.e. poli-
cieswhereajob's priority is somebijectionof its currentage).Age
basedpolicies are interestingbecausehey include mary hybrid
policieswhere,in orderto minimize meanresponseime andcurb
theunfairnesseerby largejobs,bothsufciently old jobsandvery
youngjobsreceve preferentiatreatment.

Obsere that underFB, priority is strictly deceasingwith age.
Thus,anew arrival will runaloneuntil it achievestheage, , of the
youngesjob in the system;andthenthosejobsof age will time-
share.This timesharings causedyy the factthatif onejob starts
to run, its priority will drop,causinga differentjob to immediately
run, andsoon. In the caseof a policy wherepriority is strictly in-
creasingwith age,a new arrival alwayshasthe lowestpriority and
cant rununtil thesystemisidle.

More generallyone canimaginea setof ageswhosepriorities
arethe lowestin their neighborhood. Supposeage represents
suchalocal minimum. Jobswith age  will accumulateandonce
one suchjob beginsto run thatjob will continuerunninguntil it
hits a lower priority age. Thus,the behaior of age-basegbolicies
canbequitevaried.In our analysedelon we will assumehatties
betweerntwo jobsof thesameagearebrokenin favor of thejob that
arrived rst.

THEOREM 3.5. Age basedpoliciesare AlwaysUnfair.

The remainderof this sectionwill prove this theoremusing a
methodsimilar to the methodusedin Section3.2. We breakthe
analysignto two cases(1) thecasewhenthereexistsa nite sized
job thathasthelowestpriority and(2) whenthereis no nite sized
job with thelowestpriority. We begin with case(1).

LEMMA 3.7. Anyagebasedpolicy wheetherisa nite age
thatreceiveghelowestpriority is AlwaysUnfair.

ProoF. Wewill shawv that
where

mustbeunfairtoajob of size
isin nitesimally largerthan



First noticethatwhena job of size arrives, all thework in
the systemcanbe guaranteedo be completedbefore leaves.
Further all arriving jobsof size will have work com-
pletedon thembefore leavesthe system. Thuswe canview
this asa busyperiodandderive:

Now, noticethat when
or equialently
Since , theabore conditionis metfor all nite

o
We nowv moveto case(2).

LEMMA 3.8. Anyage basedpolicy where no nite job sizehas
thelowestpriority is AlwaysUnfair.

The proof of this nal lemmafollows from Theorem3.3 and an
argumentsymmetricto the proof of Lemma3.5.

4. SOMETIMES UNFAIR

We now move to the classof SometimedJnfair policies— poli-
ciesthatfor some treatall job sizesfairly, but for other treat
somejob sizeunfairly. In Section4.1we returnto non-preemptie
policiesandillustratethatwhenthe servicedistribution setsa non-
zerolower boundon the smallesfob size,non-preemptie policies
can avoid being Always Unfair by making use of job sizes,but
cannotattainthe AlwaysFair class.In Sectiord.2we build on pre-

viouswork in [2] to shav thatthe Shortest-Remaining-Processing-

Time (SRPT) policy is SometimedJnfair (underbothboundedand
unboundedistributions). Speci cally we shav that: for -,
is monotonicallyincreasingn for all andis al-
ways lessthanor equalto . However, for ,
we seenon-monotonidehaior: is monotonically
increasingn for all suchthat - but is monotonically
decreasingn forall greatethansome .Wealsocontrasthe
behaior of SRPTunderboundedversusunboundedervicedistri-
butions. More generally in Section4.3 we analyzethe full class
of remainingsizebasedboliciesandshav thatany remainingsize
basedbolicy is eitherSometimedJnfair or AlwaysUnfair.

4.1 Non-preemptive, size-Basedolicies

This sectioncompleteghe analysisof hon-preemptie policies
begunin Section3.1. It is basedntheobserationthatif thereis a
lowerboundonthesmallesjob sizein theservicedistribution, then
it is possiblefor a non-preemptie policy to avoid being Always
Unfair.

THEOREM 4.1. Anynon-peemptivesize-basegolicy is ei-
ther Sometimed&nfair or AlwaysUnfair.

PROOF. Recallthat for all
non-preemptie policies , by Theorem4 from [9]. Thus,we can

applyLemma2.1to concludethata non-preemptie policy  can-
not attain AlwaysFair. Thus, (beinga non-preemptie policy)
mustbe eitherAlwaysUnfair or SometimedJnfair.

Obsere thereare examplesof sizebasednon-preemptie poli-
ciesin eachof thetwo classesFor instancejt caneasilybeshavn
that the Longest-Job-Firs{LJF) policy is Always Unfair. How-
ever, Shortest-Job-FirdiSJF) is only SometimedJnfair — thatis,
thereexist servicedistributionsandloadssuchthat

forall . Oneexampleof suchadistribution andloadis
with . O

4.2 SRPT

Underthe SRPTpolicy, at every momentof time, the sener is
processinghejob with theshortestemainingprocessingime. The
SRPTpolicy is well-known to be optimalfor minimizing meanre-
sponsdime [14]. Themeanresponsdime for ajob of size is as
follows[15]:

where

THEOREM 4.2. For sud that -, is
monotonicallyincreasingin

PROOF. Begin by de ning

Thenwe canderive

which givesus

Recallthatthisexpressiomprovidesuswith thesignof thederiva-
tive of slovdown. Thereare 3 termsin the above expression.The
rst of thesetermsis clearly positive. The third of thesetermsis



alsoclearly positive. We will completethe proof by shawing that
thethird termis of largermagnitudethanthe seconderm.
To obtainaboundon thethird term,we canquickly shawv that

4)

To further specifythis boundwe cancompute

®)

Finally, putting all threetermsbacktogetherwe seethat when

— (6)

([l

COROLLARY 4.1. If -, is monotonically
increasingfor all . Furthermoe for
all

ProoFr. Thisfollowsimmediatelyfrom the above theoremand
by recallingthefollowing result: for ary work conservingschedul-

ing policy [ O

The fact that for all  when
- was rst provenin [2] usinga differenttechniquethat did not

describehebehaior of asa functionof increasing

The previous theoremshaved monotonicallyincreasingslow-
down for SRPTunderlow load. We now shaw thatif loadis suf-
ciently high, avery differentbehaior occurs.

THEOREM 4.3. Thee existsa sud that for all
, hasmonotonicallydeceasingslowdownfor
, for some . Further, for , for all ,
underany unboundedservicedistri-
bution.

Earlierwork (seeTheorem8 of [2]) shaved thatfor a bounded
job sizedistribution, the largestjob size hasthe propertythat

. The abore theoremextendsthis re-
sult to unboundedob sizedistributionshby utilizing monotonicity
Themonotonicityresultabose is somavhat surprising.Onemight
assumehatthe largestjobs arethe onesreceving the mostunfair
treatmenunderSRPT. Thisis in factthe casefor boundedob size
distributions, however it is not true for unboundedob size distri-
butions.

PrROOF. The proof for the unboundedcaseis someavhat tech-
nical, but will follow a similar methodto the previous proof. We
will shav thatas the derivative of expectedslondowvn
approachegerofrom below.

As in Equation2, the main sectionof the proof will againlook
at  — . To evaluatethe above
expression,we needto evaluateEquation4. Becausesvaluating
theintegralin this expressionis dif cult, we applythe MeanValue
Theoremwhichtells usthatthereexistsa suchthat

Thus,as , we apply Equation6 andthe abore to obtain:

So,thederivative of slovdown corvergesfrom belov whenthisis
lessthanzero,which occurswhen

or equivalently,
To completethe proof, we needto bound By shawing
that we illustrate a suchthatwhen ,
will have amonotonicallydecreasingail.

To characterize for obsenre that

and,equivalently,

So, satises
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Figure 5: Plots (a) and (c) shav the growth of

for , while (b) and (d) show when

In both casesthe servicedistribution is taken to be Exponential
with mean1. The horizontal line shows fair performance,thus

when is above this line SRPTis treating a job size
unfairly.
Thus, when - . The

remainderof the proof boundsthis value away from zero, which
provestheexistenceof a . Becausdéheremaindeiof the proof
is algebraicwe leave it in AppendixA. [

The existenceof this  size beyond which is

monotonicallydecreasinfpasgoneunnoticecby previousresearch.

Thereasoris thatpercentileplotsaretypically usedwhenviewing
expectedslovdown. As seenin Figure5, becauseahe humpoc-
curs aroundthe 99th percentileit is hiddenwhen looking at the
percentileplotsin Figure5 (c) and(d). Viewing thosesameplots
asa function of job size,suchasin Figure5 (a) and(b), reveals
the existenceof a humpunderhigh load. Note thatthe peakof the
humpoccursfarfrom thelargestjob size.

4.2.1 Whois treatedunfairly?

Having seenthat SRPTis SometimedJnfair, it is interestingto
considemwhich job sizesarebeingtreatedfairly/unfairly. Thefol-
lowing theorenshavsthatas increaseshenumberof jobsbeing
treatedfairly alsoincreases.

THEOREM 4.4, For sudthat -,

The proof of Theorem4.4 follows immediatelyfrom Theorem
3.4, Theorem4.2, and the following lemma, which allows us to
boundthe performancedf SRPTby thatunderFB.

LEMMA 4.1. Forall and ,

ProoF. Theproofis simply algebraic

O

4.2.2 Intuition for dependencenload

Similarly to FB, noticethatSRPTexhibits non-monotonicityun-
der high load. Unlike FB however, SRPTdoesnot have this non-
monotonicityat all loads. Intuitively, the existenceof a humpcan
be explainedin the sameway asit wasfor FB and PSJF in Sec-
tion 3.3.2. Underhigh load, the large jobs in an SRPTsystemdo
not have the opportunityto increaseheir priority by reducingtheir
remainingsize. Thus,thelargestjob to arrive in a busy periodwill
likely bethelastto leave. Thisleadsto unfairness.

However, SRPTdoesnotalwaystreatlargejobsunfairly because
during low load, the large job is often alonein its busy period,
which providesit the opportunityto increaseits priority asit re-
ceivesservice. Consequentiythe large job will sometimesiot be
thelastjob to nish in thebusyperiod.

4.3 Remaining sizebasedpolicies

SRPTis oneexampleof a remainingsize basedpolicy. In this
sectionwe will examinethe entire classof remainingsize based
policies (i.e. policieswherea job's priority is somebijection of
its remainingsize). The classof remainingsizebasedpoliciesin-
cludesmary hybrid policies;for examplepolicieswhere,in order
to minimize meanresponsdime and curb the unfairnessseenby
largejobs,bothjobswith very smallandsufciently largeresponse
timesaregiven preferentiatreatment.

The classof all remainingsizebasedpoliciesis quite broad. In
the sameway asfor agebasedpolicies, thereare mary possible
mappingdbetweerpriority andremainingsize,allowing for multi-
ple local minimain prioritiesandmary interestingbehaiors. We
will againchooseto breaktiesamongjobsin the systemwith the
samepriority in favor of thejob thatarrived rst.

Although SRPTis in this classandis SometimedJnfair, not all
suchpoliciesareSometimedJnfair. For instancethe LRPT policy
is AlwaysUnfair asshavn in Lemma3.2.

THEOREM 4.5. All remainingsizebasedboliciesare eitherSome-
timesUnfair or AlwaysUnfair.

The remainderof this sectionwill prove this theoremusingthe
samemethodthat was usedin Section3.4 and Section3.2. We
breakthe analysisinto two cases:(1) the casewhenthereexistsa

nite sizedjob thathasthelowestpriority and(2) whenthereis no
nite sizedjob with thelowestpriority.

LEMMA 4.2. Anyremainingsizebasedpolicy  with a nite
remainingsize havingthelowestpriority is either AlwaysUnfair
or Sometimed/nfair.

Proor. We will begin by derving the expectedperformance
seenby ajob of original size , enteringthesystemunder . No-
tice thatall work initially in the systemwill be completedbefore



beginsto beworked on. In addition,all arrivalsduringthistime
thathave sizelessthan  will be completedbefore leavesthe
system.However, once startsbeingworked on andhasremain-
ing size , the only arrivals thatareguaranteedo nish before
leavesthe systemarethosearrivals of sizelessthan . Thus,we
canview thisasabusy periodandderive

We will now shav that  will be treatedunfairly underhigh
enoughload. Usinga similar derivationto thatshavn in Equations
4 and5, we canseethat when

or, equivalently,

or, equivalently,

Since , weimmediatelyseethat cannot
be fair if -. However, when is the upperboundof a
boundeddistribution and -, thebounddoesnot hold. In this
case,we needto look at the systemundera higherload. We can
raise sothat —, in which casetheboundholds.

When - we needto do a moredetailedanalysis.Since

- wecanraise sothat . Noticethatif thisis

notpossiblejt meanghatby raising wemade -, which
we have alreadydealtwith.
When , . Fur
ther, this tells usthat , but also
. Thus, . Using

this fact,we cannoticethat

Thus,we canseethat

holdsfor all nite . [

LEMMA 4.3. Anyremainingsizebasedpolicy whee anin-
nitely sizedjob hasthelowestpriority is either Sometimeg/nfair
or AlwaysUnfair.

The proof of this nal lemmafollows from Theorem4.3 and an
argumentsymmetricto the proof of Lemma3.5.

5. CONCLUSION

The goal of this paperis to classify schedulingpoliciesin an
M/GI/1 in termsof their unfairness. Very little analytical prior
work existson understandinghe unfairnesof schedulingpolicies,

andwhatdoesexist is isolatedto a coupleparticularpolicies. This
paperis the rst to approachthe questionof unfairnessacrossall
schedulingpolicies.Ouraimin providing thistaxonomyis, rst, to
allow researcherto judgethe unfairnessof existing policiesand,
secondto provide heuristicsor thedesignof nen schedulingooli-
cies.

In our attemptto understandinfairnesswe nd mary surprises.
Perhapshe biggestsurpriseis thatfor quite a few commonpoli-
cies,unfairnessis a function of load. Thatis, at moderateor low
loads,thesepoliciesarefair to all jobs. Yet at higherloads,these
policiesbecomeunfair. Thisleadsusto createthreeclassi cations
of schedulingpolicies: AlwaysUnfair, SometimedJnfair, andAl-
waysFair (shavn in Figurel). Ratherthanclassifyingindividual
policies, we group policies into differenttypes: size based,age
basedremainingsizebasedandothers.We prove thatall preemp-
tive sizebasedandagebasedpoliciesare Always Unfair, but that
remainingsize basedpoliciesandnon-preemptie policiesaredi-
vided betweentwo classi cations. The resultthat all preemptie
sizebasedyoliciesare AlwaysUnfair may seemsurprisingin light
of the fact that one could chooseto assignhigh priority to both
smalljobsandsufciently largejobsin anattemptto curb unfair-
ness.

With respecto designingschedulingpolicies,we nd thatunder
highload,almostall schedulingooliciesareunfair. Howeverunder
low loadonehastheopportunityto make apolicy fair by sometimes
increasinghe priority of largejobs. For example,PSJF andSRPT
have very similar behaior and delay characteristicsbut resultin
completelydifferent unfairnessclassi cationsbecauseSRPT al-
lows largejobsto increaseheir priority, whereas®SJF doesnot.

A varietyof techniquesareusedin orderto classifypolicieswith
respecto fairnessFor classifyingindividual policiesit is usefulto
try to prove monotonicitypropertiesor the policy over anintenal
of job sizes. It thensufces to considerthe performanceof the
policy on just oneendpointof theintenal. In classifyinga group
of policies, it helpsto decomposehe groupinto two cases:the
casewherethelowestpriority job hasa nite size/ageandthecase
wherethelowestpriority job hasin nite size/ageln thelattercase,
we nd thatthefairnesspropertiesfor the entiregroupof policies
reducedo looking atoneindividual policy.

Sinceso mary policiesare Always Unfair, andso mary others
are SometimedJnfair, it is interestingto askwhois beingtreated
unfairly. Initially it seemghatunfairnesds anincreasingunction
of job size,with thelargestjob beingtreated¢hemostunfairly. This
isin factthecasefor mostboundedob sizedistributions. However,
for unboundedob sizedistributions,we nd this usuallynotto be
the case.Instead unfairnessis monotonicallyincreasingwith job
sizeup to a particularjob size;andlateris monotonicallydecreas-
ing with job size. Thusthe job beingtreatedmostunfairly (“top
of the hump”) is far from the largest. Interestingly this “hump”
changessa functionof load.

Theabore ndings shav thatwe arejustbeginningto understand
unfairnessin schedulingpolicies. This is a fertile areawith mary
morepropertiesyetto beuncovered.
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APPENDIX
A. SRPTIS SOMETIMES UNFAIR

We now completethe proof of Theorem4.3 by shawving that

PrROOF. We continueby separatinghe integral in the denomi-
natorinto threepartsusing and suchthat and
for . Notethatthisis possibleunder

ary non-constanservicedistribution.

Working with eachof the pieceswe canderive

as

as

as

Further we cannoticethat

as

Usingthis calculationin theformulafor  , weseethatas

and



Thus,for — and —

Calculating we see

andsimilarly for we obtain

So,it is sufcient to have

We now have boundson the piecesof theintegral. So, putting
everythingtogetheme seethat

Thequantity - solongas g

To betterunderstand’heorend.3 it is interestingto look at the
specialcasewhere . In this case, -, -,
, -,and - ( and areveryapproximate)So,

we cancalculate

and
Theorem4.3 thentells us that for , SRPTwill not
have slovdowvn monotonicity underan servicedistribu-

tion. Further for these , SRPTis guaranteetb treatsomejob size
unfairly. It isimportantto pointouttheloosenessf thisbound.By
plotting the actualequationfor expectedtime in systemunderan

distributionwe nd thatthetruecritical valuefor in this
caseis justunder.7, muchlower thanthe value obtainedusingthe
methodin the previous proof.



